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My paper has three parts.  First, I explain the version of critical rationalism that I defend. Second, I discuss explanation, and defend critical rationalist versions of inference to the best explanation and its meta-instance, the Miracle Argument for Realism. Third, I ask whether critical rationalism is compatible with Deborah Mayo’s account of severe testing.  I answer that it is, contrary to Mayo’s own view.  I argue, further, that Mayo needs to become a critical rationalist – as do Chalmers and Laudan, too.

1. Critical Rationalism.

Critical rationalism is the view that the best method for trying to understand the world and our place in it is a critical method – propose views and try to criticise them.  What do critical methods tell us about truth and belief?  If we criticise a view and show it to be false, then obviously we should not believe it.  What if we try but fail to show that a view is false?  That does not show it to be true.  So should we still not believe it?

 
Notoriously, the term ‘belief’ is ambiguous between the act of believing something (the believing) and the thing believed (the belief).  Talk of ‘reasons for beliefs’ inherits this ambiguity – do we mean reasons for believings or reasons for beliefs? Critical rationalists think we mean the former.  They think there are reasons for believings that are not reasons for beliefs.  In particular, failing to show that a view is false does not show it to be true, is not a reason for the belief.  But it is a reason to think it true, for the time being anyway – it is a reason for the believing. Thus, it may be reasonable to believe a falsehood, if we have sought but failed to find reasons to think it false.  If we later find reason to think a view false, we should no longer believe it.  Then we should say that what we previously believed was false – not that it was unreasonable for us ever to have believed it.

This is just common sense.  The trouble is that philosophical tradition denies it.  Philosophical tradition says that a reason for believing something must also be a reason for what is believed, it must show that what is believed is true, or at least more likely true than not.  I call this ‘justificationism’, and reject it.  I think we can justify (give reasons for) believings without justifying the things believed.

This is not the usual reading of Popper’s critical rationalism.  Most of the so-called ‘Popperians’ reject it.  The High Priests of the Popper Church (I am thinking chiefly of David Miller) think there are no reasons for beliefs, and therefore no reasons for believings either.  They accept justificationism but reject all justifications. They think that critical rationalism has no need of a theory of justified or reasonable believing.  They say they do not believe in belief, and fly instead to Popper’s ‘Third World’ of the objective contents of our thoughts.  But you do not solve the problem of induction in that way.  You do not avoid Hume’s radical inductive scepticism – the thesis that all evidence-transcending believings are unreasonable – by agreeing with him.  You can only avoid Hume’s radical inductive scepticism by saying that some evidence-transcending believings are reasonable after all (and proceeding to say which ones).  Most philosophers object that Popper’s answer to Hume smuggles in inductive reasoning somewhere.  But this objection smuggles in precisely the justificationist assumption that Popper denies – the assumption that a reason for believing an evidence-transcending hypothesis must be a reason for that hypothesis.

Scepticism is underpinned by justificationism.  Justificationism says that to show that it is reasonable to believe something, you must show that what is believed is true or more likely true than not.  If you invoke a reason for your belief, the sceptic asks for a reason for your reason, and an infinite regress opens up.  To stop that regress, philosophers invoke certainly true ‘first principles’ of some kind – ‘observation statements’ if you are a classical empiricist, ‘self-evident axioms’ if you are a classical rationalist.  Rejecting justificationism enables critical rationalists to drive a wedge between scepticism about certainty (which is correct) and scepticism about rationality (which is not).  Failure to show that a belief is false does not show it to be true, but does show that believing it is reasonable.  Have sceptics not shown that our beliefs are false?  No, sceptics produce no criticisms of our beliefs – they only produce excellent criticisms of attempts to prove them.

Justificationism also lies behind inductivism.  If you accept justificationism, then you need inductive or ampliative reasoning to show that evidence-transcending beliefs are true or more likely true than not, and hence reasonably believed.  And you need inductive logic to show that inductive reasoning is valid or ‘cogent’.  Critical rationalists reject justificationism, and have no need of inductive reasoning or inductive logic.  Deductive reasoning is enough for them, and deductive logic is the only logic that they have or need.  I illustrate this in the next part of my talk, which is about inference to the best explanation.

2. Explanationism.

As I see it, critical rationalism and critical realism go hand-in-hand.  What do I mean by critical realism?  I mean that science is in the business of explaining the phenomena.  Realists disagree with van Fraassen’s constructive empiricist slogan, that the “name of the scientific game is saving the phenomena”.  For realists, the name of the scientific game is explaining phenomena, not just saving them.  Realists typically invoke ‘inference to the best explanation’ or IBE.  But what sort of inference is IBE?  Is it acceptable?  And if it is, cannot constructive empiricists and other antirealists accept a version of it, too?

IBE is a pattern of argument that is ubiquitous in science and in everyday life as well.  van Fraassen has a homely example:

I hear scratching in the wall, the patter of little feet at midnight, my cheese disappears - and I infer that a mouse has come to live with me.  Not merely that these apparent signs of mousely presence will continue, not merely that all the observable phenomena will be as if there is a mouse, but that there really is a mouse. (1980: 19-20)

Here, the mouse hypothesis is supposed to be the best explanation of the phenomena, the scratching in the wall, the patter of little feet, and the disappearing cheese.


What exactly is the inference in IBE, what are the premises, and what the conclusion?  van Fraassen says “I infer that a mouse has come to live with me”.  This suggests that the conclusion is “A mouse has come to live with me” and that the premises are statements about the scratching in the wall, etc.  Generally, the premises are the things to be explained (the explanandum) and the conclusion is the thing that does the explaining (the explanans).  But this suggestion is odd.  Explanations are many and various, and it will be impossible to extract any general pattern of inference taking us from explanandum to explanans.  Moreover, it is clear that inferences of this kind cannot be deductively valid ones, in which the truth of the premises guarantees the truth of the conclusion.  For the conclusion, the explanans, goes beyond the premises, the explanandum.  In the standard deductive model of explanation, we infer the explanandum from the explanans, not the other way around - we do not deduce the explanatory hypothesis from the phenomena, rather we deduce the phenomena from the explanatory hypothesis.


[But did not the great Newton speak of “deducing theories from the phenomena”?  Yes, he did.  Moreover, he was right to speak of ‘deduction’ here – not of induction, abduction, or anything fancy like that.  He was wrong, however, to think that these deductions were from phenomena alone.  They are deductions from phenomena plus general principles of one kind or another.  As Peter Achinstein reminds us in his paper for this conference, Mill thought that in some cases a single instance is “sufficient for a complete induction” while in other cases myriads of instances are not.  Why?  Mill said: “Whoever can answer this question knows more of the philosophy of logic than the wisest of the ancients, and has solved the problem of induction.” (System of Logic. Book III, Chapter 3, Section 3).  The answer to Mill’s question is plain.  In the first case we are assuming that what goes for one instance goes for all, whereas in the second case we are not.  Achinstein writes that whether an inductive inference is a ‘good’ or valid inference is an empirical issue.  Referring to Mill’s own examples, he says “… we may need only one observed instance of a chemical fact about a substance to validly generalize to all instances of that substance, whereas many observed instances of black crows are required to [validly?] generalize about all crows.  Presumably this is due to the empirical fact that instances of chemical properties of substances tend to be uniform, whereas bird coloration, even in the same species, tend[s] not to be.” (2006, p. 8).  Quite so.  And if we write these empirical facts (or rather, empirical assumptions or hypotheses) as explicit premises, the inferences become deductions.  In the first case we have a deductively valid inference from premises we think true, in the second case a deductively valid inference from premises one of which (that what goes for the colour of one or many instances of a species of bird goes for all instances) we think false.  No special inductive logic is required, in which the ‘goodness’ or ‘validity’ or ‘cogency’ of an argument depends on the way the world happens to be.  The problem of induction is solved.  But this is a long story, which I have told elsewhere.]

The intellectual ancestor of IBE is Peirce’s abduction, and here we find a different pattern:

The surprising fact, C, is observed.

But if A were true, C would be a matter of course.

Hence, ... A is true.

(C. S. Peirce, 1931-58, Vol. 5: 189)

Here the second premise is a fancy way of saying “A explains C”.  Notice that the explanatory hypothesis A figures in this second premise as well as in the conclusion.  The argument as a whole does not generate the explanans out of the explanandum.  Rather, it seeks to justify the explanatory hypothesis.  Abduction belongs in the context of justification, not in the context of discovery.  (This is a point of some importance.  Peirce’s abduction was once touted, chiefly by Norwood Russell Hanson, as a long neglected contribution to the ‘logic of discovery’.  It is no such thing.  Newtonian ‘deduction from the phenomena’ has a better title to be a ‘logic of discovery’.  And its logic is deductive logic.)


Abduction is deductively invalid.  Deductivists like me view it as a deductive enthymeme and supply its missing premise, “Any explanation of a surprising fact is true”.  But this missing premise is obviously false.  Nor is any comfort to be derived from weakening the missing premise (and the conclusion) to “Any explanation of a surprising fact is probably true” or to “Any explanation of a surprising fact is close to the truth”.  It is a surprising fact that marine fossils are found on mountain-tops.  One explanation of this is that Martians came and put them there to surprise us.  But this explanation is not true, or probably true, or close to the truth.


IBE attempts to improve upon abduction by requiring that the explanation is the best explanation that we have.  It goes like this:

F is a fact.

Hypothesis H explains F.

No available competing hypothesis explains F as well as H does.

Therefore, H is true

(William Lycan, 1985: 138)

This is better than abduction, but not much better.  It is also deductively invalid.  Deductivists like me view it as a deductive enthymeme and supply its missing premise, “The best available explanation of a (surprising) fact is true”.  But this missing premise is also obviously false.  Nor, again, will going for probable truth, or closeness to the truth, help matters.


There is a way to rescue abduction and IBE.  We can validate them without adding missing premises that are obviously false, so that we merely trade obvious invalidity for equally obvious unsoundness.  Peirce provided the clue to this.  Peirce’s original abductive scheme was not quite what we have considered so far.  Peirce’s original scheme went like this:

The surprising fact, C, is observed.

But if A were true, C would be a matter of course.

Hence, there is reason to suspect that A is true.

(C. S. Peirce, 1931-58, Vol. 5: 189)
This is obviously invalid, but to repair it we need the missing premise “There is reason to suspect that any explanation of a surprising fact is true”.  This missing premise is, I suggest, true.  After all, the epistemic modifier “There is reason to suspect that ...” weakens the claims considerably.  In particular, “There is reason to suspect that A is true” can be true even though A is false.  If the missing premise is true, then instances of the abductive scheme may be both deductively valid and sound.


IBE can be rescued in a similar way.  I even suggest a stronger epistemic modifier, not “There is reason to suspect that ...” but rather “There is reason to believe (tentatively) that ...” or, equivalently, “It is reasonable to believe (tentatively) that ...”.  What results, with the missing premise spelled out, is:

It is reasonable to believe that the best available explanation of any fact is true.

 F is a fact.

Hypothesis H explains F.

No available competing hypothesis explains F as well as H does.

Therefore, it is reasonable to believe that H is true
This scheme is valid and instances of it might well be sound.  Inferences of this kind are employed in the common affairs of life, in detective stories, and in the sciences.

Of course, to establish that any such inference is sound, the ‘explanationist’ owes us an account of when a hypothesis explains a fact, and of when one hypothesis explains a fact better than another hypothesis does.  If one hypothesis yields only a circular explanation and another does not, the latter is better than the former.  If one hypothesis has been tested and refuted and another has not, the latter is better than the former.  These are controversial issues, to which I shall return.  But they are not the most controversial issue - that concerns the major premise.  Most philosophers think that the scheme is unsound because this major premise is false, whatever account we can give of explanation and of when one explanation is better than another.  So let me assume that the explanationist can deliver on the promises just mentioned, and focus on this major objection.

People object that the best available explanation might be false.  Quite so - and so what? It goes without saying that any explanation might be false, in the sense that it is not necessarily true.  It is absurd to suppose that the only things we can reasonably believe are necessary truths.

What if the best explanation not only might be false, but actually is false.  Can it ever be reasonable to believe a falsehood?   Of course it can.  Suppose van Fraassen’s mouse explanation is false, that a mouse is not responsible for the scratching, the patter of little feet, and the disappearing cheese.  Still, it is reasonable to believe it, given that it is our best explanation of those phenomena.  Of course, if we find out that the mouse explanation is false, it is no longer reasonable to believe it.  But what we find out is that what we believed was wrong, not that it was wrong or unreasonable for us to have believed it.

People object that being the best available explanation of a fact does not prove something to be true or even probable.  Quite so – and again, so what? The explanationist principle – “It is reasonable to believe that the best available explanation of any fact is true” – means that it is reasonable to believe or think true things that have not been shown to be true or probable, more likely true than not.  If you think that it can only be reasonable to believe what has been shown to be true or probable, if you think that a good reason for believing something must be a good reason for what is believed, then you will reject abduction and IBE.  Justificationism rules out explanationism.  Critical rationalists reject justificationism, and so can be explanationists as well.  The two go hand-in-hand.

But do explanationism and realism go hand-in-hand as well?  Why cannot constructive empiricists also accept IBE, and put their own gloss upon it?  When it comes to van Fraassen’s mouse hypothesis, truth and empirical adequacy coincide, since the mouse is an observable.  But when it comes to hypotheses about unobservables, truth and empirical adequacy come apart.  Why cannot the constructive empiricist accept IBE, but only as licensing acceptance of the best explanation as empirically adequate, not as true.  As Howard Sankey puts it:

The question is why it is reasonable to accept the best explanation as true.  Might it not be equally reasonable to accept the best explanation as empirically adequate …? (2006, p. 118)

My answer to this question is NO.  Suppose that H is the best explanation we have of some phenomena.  Remember the T-scheme: It is true that H if and only if H.  Given the T-scheme, to believe that H and to believe that H is true are the same.  Given the T-scheme, to accept that H and to accept that H is true are the same.  So what is it to “accept that H is empirically adequate”?  It is not to accept H, for this is the same as accepting that H is true.  Rather, it is to accept a meta-claim about H, namely the meta-claim “H is empirically adequate” or equivalently “The observable phenomena are as if H were true”.  Call this meta-claim H*.  Now, and crucially, H* is no explanation at all of the phenomena.  The hypothesis that it is raining explains why the streets are wet – but “The phenomena are as if it were raining” does not.  Ergo, H* is not the best explanation – H is, or so we assumed.  (Actually, all we need assume is that H is a better explanation than H*.)  So given IBE, H* should not be accepted as true.  That is, given IBE, H should not be accepted as empirically adequate.


I wonder which part of this argument those who believe that there is a constructive empiricist version of IBE will reject.  Not IBE – at least, they are pretending to accept it.  Not, presumably, the T-scheme.  Not, presumably, its consequence, that to accept H and to accept H as true are the same thing.  Not, presumably, the equivalence of “H is empirically adequate” and “The observable phenomena are as if H were true”.  Not, presumably, the claim that H is a better explanation of the phenomena than “The phenomena are as if H were true”.


What this shows is that realism and explanation go hand-in-hand.  If you try to recast IBE in terms of empirical adequacy rather than truth, you end up with something incoherent.  You start off thinking that it is reasonable to accept the best explanation as empirically adequate.  And you end up accepting something that is no explanation at all.


This does not refute constructive empiricism.  It only refutes the idea that constructive empiricists can traffic in explanation, and in IBE, just like realists do.  It is no accident that down the ages acute antirealists have pooh-poohed the idea that science explains things.  Van Fraassen should join Duhem is this, as he already has in most other things.


So much for explanation, and for IBE, in science.  The same considerations apply to IBE in meta-science, to the so-called Miracle Argument for scientific realism.  Here what is to be explained is not a fact about the world, like the scratching in the wall or the disappearing cheese.  What is to be explained is a fact about science, the fact that science is successful.  The success in question is predictive success, the ability of a theory to yield true predictions about the observable, and the technological success that sometimes depends upon this.  The key claim is that the best explanation of a theory’s predictive success is that it is true.  Given this claim, IBE licenses reasonable belief in the truth of that theory.


It is only consistent empirical success that can be explained in terms of truth – you cannot explain the partial success of a falsified theory in terms of its truth.  (This is an important point, to which I shall return.)  So the explanandum is of the form “All T’s predictions about observable phenomena are true”, or (putting it in van Fraassen’s terminology) “T is empirically adequate”, or (putting it in surrealist terminology, following Leplin 1993) “The observable phenomena are as if T were true”.  The realist thought is, that T’s actually being true is the best explanation of why all the observable phenomena are as if it were true.


To accept a theory as empirically adequate and set out to explain why is, of course, to make an ‘inductive leap’.  But it is no different in science itself.  Scientists typically seek to explain general statements, rather than statements of particular fact.  If it is reasonable for scientists to seek to explain why sticks always look bent when dipped in water, then it might be reasonable for meta-scientists to seek to explain why some scientific theory is empirically adequate.


So, supposing that it makes sense to try to explain empirical adequacy, how exactly does truth do it?  Suppose the theory in question asserts the existence of unobservable or theoretical entities.  The theory will not be true unless these existence claims are true, unless the theoretical entities really exist, unless the theoretical terms really do refer to things.  So part of the realist story is that T is observationally adequate because the unobservables it postulates really do exist.  But this cannot be the whole realist story (as Larry Laudan has tirelessly pointed out).  Reference may be a necessary condition for success, but it cannot be a sufficient condition.  A theory may be referential yet false and unsuccessful.  The other part of the realist story is that what the theory says about the unobservables it postulates is true. (Of course, this argument assumes a realist theory of truth, which makes of truth something more than empirical adequacy.  If we go in for an ‘empirical adequacy theory of truth’, which collapses truth into empirical adequacy, then the Miracle Argument also collapses.)


The Miracle Argument says, not just that truth explains empirical adequacy, but that it is the only explanation, or at least the best explanation.  To evaluate this claim, we need to pit the realist explanation of success, in terms of successful reference and truth, against other possible antirealist explanations.  What might such antirealist explanations be like?  van Fraassen replaces truth by empirical adequacy as an aim for science.  But it is obvious that we cannot satisfactorily explain the empirical adequacy of a theory in terms of its empirical adequacy:


T is empirically adequate.


Therefore, T is empirically adequate.

This explanation is no good because it is blatantly circular.


Variants on empirical adequacy, like empirical puzzle-solving (Kuhn) or empirical problem-solving (Laudan), do no better.  When we unpack the definitions, we are just explaining empirical adequacy by invoking empirical adequacy.  What Leplin (1993) calls surrealism does no better either.  Surrealism arises by taking some theory T and forming its surrealism transform T*: “The observed phenomena are as if T were true”. It is clear that “The observed phenomena are as if T were true” is just a fancy way of saying that T is empirically adequate.  That being so, we cannot satisfactorily explain the empirical adequacy of T by invoking the surrealist transform of T.  For that is, once again, explaining empirical adequacy just by invoking empirical adequacy.


Kyle Stanford’s ‘Antirealist explanation of the success of science’ (Stanford, 2000) does no better either.  Jack Smart suggested long ago that the Copernican astronomer can explain the predictive success of Ptolemaic astronomy by showing that it generates the same predictions as the Copernican theory does and by assuming the truth of the Copernican theory (Smart, 1968, p. 151). Stanford considers Smart’s suggestion, and says of it:

“Notice that the actual content of the Copernican hypothesis plays no role whatsoever in the explanation we get of the success of the Ptolemaic system: what matters is simply that there is some true theoretical account of the domain in question and that the predictions of the Ptolemaic system are sufficiently close to the predictions made by that true theoretical account.”

[Stanford (2000), p. 274.]
This is quite wrong.  The detailed content of the Copernican theory, and the fact that some of the detail of the Ptolemaic theory is similar to it, is essential to the explanation of the success of Ptolemaic theory.  For example, it is the fact that the annual periods of the epicycles of the superior planets mimic the true annual motion of the earth around the sun that explains why Ptolemy can correctly predict the retrogressions of the superior planets.


Stanford’s suggestion is that the predictive success of a theory can be explained by saying that it makes the same predictions as the true theory, whatever that is.  But this is explaining “T is predictively successful” by saying “It is predictively as if T were true”, or for short, “T is predictively successful”.  It is incredible that earlier in his paper  (268-9) Stanford accepts that we cannot satisfactorily explain empirical adequacy in terms of empirical adequacy, nor can we adequately explain it in the surrealist way.  Yet what he ends up with is just a variant of the surrealist explanation.

Stanford says, in defence of his proposal, that unlike the realist, constructive empiricist and surrealist proposals, which all appeal to some relationship between the theory and the world to explain its success, his proposal “does not appeal to a relationship between a theory and the world at all; instead it appeals to a relationship of predictive similarity between two theories” (276).  This seems to be a double joke.  First, there are not two theories here at all, there is one theory and an existential claim that there is some true theory somewhere predictively similar to it.  Second, you hardly explain the success of T by saying “T is predictively similar to some other theory T*”, for T* might be false and issue in false predictions.  The truth of T*, whether T* is spelled out or just asserted to exist (as here), is essential to the explanation of T’s success.  The relation of T* to the world is essential, in other words.

[Stanford’s proposal collapses into the realist proposal if we allow T* to be identical with T.  For then we explain the success of T by saying that it is predictively similar to some true T*, namely T itself.  Nothing in Stanford’s presentation rules this out.  In particular, predictive similarity is a reflexive relation, which every theory bears to itself.  However, since Stanford obviously wants his proposal to be a rival to the realist proposal, we ought in charity to assume that T and T* are distinct theories.]

Stanford counts it a virtue of his proposal that it does not involve asserting the truth of any particular theory – all that is asserted is that there is some true theory T* predictively similar to T.  It might be thought that, simply by invoking the truth of some unspecified theory or other, Stanford’s proposal remains a realist proposal.  (This is suggested by Psillos, (2001), p. 348.) Not so.  I can satisfy Stanford by invoking the truth of the surrealist transform of T.  But then I end up saying that it is the truth of “The phenomena are as if T were true” that explains T’s success.  I can also satisfy Sanford by invoking the truth of Berkeley’s surrealist philosophy.  It is the truth of “God creates experiences in our minds as if science were true” that explains why science is successful.  Surrealist transforms are by design structurally similar to what they are transforms of.  There is nothing realist about them.  And, to repeat, Sanford previously conceded that the explanations of success they offer are no good.

In the Ptolemy-Copernicus case, the empirical success of a false theory (Ptolemy) is explained by invoking its similarity to a true theory (Copernicus).  The similarity explains why the two theories make the same predictions – the truth of the second theory explains why the predictions of the first theory are true even though the first theory is false. The surrealist transform of Ptolemy’s theory -  “Observed planetary motions are as if Ptolemy’s theory were true” - follows from Ptolemy’s theory and from Copernicus’s.  Realists about Copernicus become surrealists about Ptolemy, in order to explain the empirical adequacy of Ptolemy.  But Copernican realism, not Ptolemaic surrealism, is doing the explaining here.  Copernicus tells us why the phenomena are as if Ptolemy were true.


The key premise of the Miracle Argument was that the truth of a theory is the best explanation of the empirical adequacy of that theory.  So far, at least, that key premise seems to be correct.  From which it follows, provided we accept IBE, that it is reasonable to believe that an empirically adequate theory is true. 


We have assumed that truth explains empirical adequacy better than empirical adequacy does, because the latter ‘explanation’ is completely circular.  Now normally, when we go for explanatory depth as opposed to circularity, we would like some independent evidence that the explanation is true.  But this is a curious case.  There can be no independent evidence favouring an explanation in terms of truth against a (circular) explanation in terms of empirical adequacy.  The realist explanation is not circular.  It tells us more than the antirealist explanation, but in the nature of the case there can be no evidence that the more it tells us is correct.  My response to this is to bite the bullet: there are explanatory virtues that do not go hand-in-hand with evidential virtues.  How could the two go hand-in-hand, when the explanatory rival is by design evidentially equivalent?


It should really be obvious that explanatory virtues do not always go hand-in-hand with evidential virtues.  The ancients explained the motions of the fixed stars by saying that they were fixed on the surface of an invisible celestial sphere which rotates once a day around the central earth.  Compare that hypothesis with its surrealist transform, the hypothesis that the stars move as if they were fixed to such a sphere.  The realist hypothesis is explanatory, the surrealist hypothesis is not, despite the fact that the latter is expressly designed to be evidentially equivalent with the former. Similarly with the nineteenth-century geological theory of fossil formation, G, and Philip Gosse’s surrealist transform G*: God created the universe in 4004 BC as if G were true.  There are quite different explanations here, but no geological evidence can decide between them – it was not on evidential grounds that nineteenth-century thinkers rejected G* out of hand.  Finally, and most generally, consider the realist explanation of the course of our experience proffered by common sense and science, R, with its Berkeleyan surrealist transform R*: God causes our experiences 
as if R were true.  Again, no experience can decide between R and R*, since R* is expressly designed to be experientially equivalent with R.


These examples are meant to show that realists should not be browbeaten by the fact that antirealists can come up with alternative hypotheses to the realist ones which empirical evidence cannot exclude.  These alternatives can be excluded on explanatory grounds.  Either they provide no explanations at all, or only incredible ones.  It is the same with antirealist explanations of the success of scientific theories in terms of their empirical adequacy (however precisely formulated).  Such explanations are either no explanations at all, or completely inadequate circular ones, and can be rejected as such.

If Larry Laudan were dead, he would now be turning in his grave.  Happily, he is not dead, he is sitting here today, and is probably squirming in his seat.  How good an argument for realism is it, he will be asking, that the truth of a theory best explains its empirical adequacy? The argument refers only to the special case of empirically adequate theories.  But empirical adequacy is an extreme case, rare, perhaps even non-existent, in the history of science. Most, perhaps all, theories in the history of science enjoy only partial success (at best).  It is the sum of these partial successes that phrases like “the success of science” refer to.  You cannot explain the partial success of a falsified theory by invoking its truth.  So the realist has no explanation of partial success.  And if the ‘success of science’ is a collection of partial successes, the realist has no explanation of the success of science either.

This is, in essence, Larry Laudan’s criticism of the miracle argument on historical grounds.  He points out, first of all, that the global claim that science is successful is a hopeless exaggeration.  Many scientific theories are spectacularly unsuccessful. We must confine ourselves to successful theories, rather than to science as a whole.  But even among successful theories, most if not all enjoy some success, but are not completely successful.  What this means is that a theory yields some true observational consequences and some false ones, saves some regularities in the phenomena but gets others wrong.  Now assuming that the scientists involved have made no logical or experimental error, and assuming that the false predictions have actually been tested, a partially successful theory of this kind has been falsified.   No sensible realist can invoke the truth of a falsified theory to explain its partial success!  Laudan produces many examples of theories that were partially successful yet not true, nor even referential.


Actually, it was ‘referential realism’, the idea that reference explains success, that was the chief target of Laudan’s famous ‘confutation of convergent realism’  (Laudan 1981).  To be fair to Laudan, this was the view that one could glean from incautious formulations to be found chiefly in Putnam’s writings.  It is a view that spawned what I have called ‘entity realism’, the idea that realists need not believe in the truth or near-truth of any theories, that it is enough just to believe in the theoretical entities postulated by those theories.  It was not for nothing that Laudan attributed to the realist claims like “A theory whose central terms genuinely refer will be a successful theory”.  And he proceeded to refute this claim by giving examples of referential theories that were not successful, and of successful theories that were not referential.


Referential realism or entity realism is a hopeless form of realism.  There is no getting away from truth, at least for realists.  To believe in an entity, while believing nothing else about that entity, is to believe nothing or next to nothing.  I tell you that I believe in hobgoblins.  “So”, you say, “You think there are little people who creep into houses at night and do the housework”.  To which I reply that I do not believe that, or anything else about what hobgoblins do or what they are like – I just believe in them.  It is clear, I think, that the bare belief in hobgoblins – or equivalently, the bare belief that the term ‘hobgoblin’ genuinely refers – can explain nothing.  It is equally clear, I think, that mere successful reference of its theoretical terms cannot explain the success of a theory.  Laudan has an excellent argument to prove the point.  Take a successful theory whose terms refer, and negate some of its claims, thereby producing a referential theory that will be unsuccessful.  “George W. Bush is short, blonde and a most eloquent atheist” refers to Bush all right, but would not be much good at predicting Bush-phenomena.  The ink spilled on reference was not wasted ink.  That is because reference is (typically) a necessary condition for truth.  A theory which asserts the existence of an entity will not be true unless that entity exists.  But reference is not a sufficient condition for truth.  A theory can be referential, yet false – and referential, yet quite unsuccessful.

Laudan’s critique prompts a further antirealist worry.  Partial success cannot be explained in terms of truth.  So if it is explicable at all, it must be explicable in terms other than truth.  So why can we not explain total success in terms other than truth as well?

There is an obvious realist response to this.  Just as total success is best explained in terms of truth, partial success is best explained in terms of partial truth.  Return to the Ptolemy-Copernicus case.  So far we have assumed that Ptolemaic astronomy was empirically adequate, and Copernican astronomy true.  Of course, neither of these is correct.  What is really the case is that Ptolemy’s explanation of retrograde motions shared a true part with Copernican theory.  That true part, common to both theories, sets out the relative motions of earth, sun and superior planets.

Partial truth is not the same as verisimilitude.  Verisimilitude is closeness to the truth  - the ‘whole truth’ - of a false theory taken as a whole.   Partial truth is just truth of parts.  A simple example will make the difference clear.  “All swans are white” is false, because of the black swans in Australasia.  (I had to get this baby example in – as some uncharitable soul once joked, having black swans in it is Australasia’s chief contribution to the philosophy of science!)  Despite its falsity, “All swans are white” is predictively successful in Europe, and bird-watchers find it useful to employ it there.   I do not know how close to the (whole) truth “All swans are white” is, and none of the captains of the verisimilitude industry can tell me in less than 100 pages of complicated formulas.  I do know that “All swans are white” has a true part (a true consequence) “All European swans are white”, whose simple truth explains the success European bird-watchers have.

The simple example with the swans can be generalised.  A false theory T might be successful (issue nothing but true predictions) in a certain domain D.  Explain this, not by saying that T is close to the truth, but by saying that “In domain D, T” is true.  A false theory T might be successful (issue nothing but true predictions) when certain special conditions C are satisfied.  Explain this, not by saying that T is close to the truth, but by saying that “Under conditions C, T” is true.  A false theory T might be successful as a limiting case.  Explain this, not by saying that T is close to the truth, but by saying that “In the limit, T” is true.  Notice that “In domain D, T” and “Under conditions C, T” and “In the limit, T” are all parts of T, that is, logical consequences of T.  Of course, the conjunction S of the successes of T is also a logical consequence of T.  But while S does not (satisfactorily) explain S, “In domain D, T” or “Under conditions C, T” or “In the limit, T” might explain S perfectly well.  These restricted versions of T are not the same as its surrealist transform – restricted versions of T may be explanatory while its surrealist transform is not.

Of course, if we accept such an explanation, it immediately raises the question of why the restricted version of T is true while T is false.  Typically, it is the successor theory to T that tells us that T is true in a certain domain, or under certain special conditions, or as a limiting case.  Still, that this further question can be asked and answered does not alter the fact that a true restricted version of T can explain T’s partial success while T’s surrealist transform does not.

[It is the same with approximate truth, as when we say that “It is 4 o’clock” or “John is 6 feet tall” are only approximately true.  What we mean is that “It is approximately 4 o’clock” or “John is approximately 6 feet tall” are true.  And if we want to be more precise, we can say that “It is 4 o’clock give or take 5 minutes” or “John is 6 feet tall give or take an inch” are true.  Approximate truth is not to be explained by trying to measure the distance of a sentence from the (whole) truth.  Approximate truth is truth of an approximation.  Approximate truth is a species of partial truth, since the approximations in question are logical parts of what we began with.  “It is 4 o’clock” logically implies “It is approximately 4 o’clock” as well as “It is 4 o’clock give or take 5 minutes”, and “John is 6 feet tall” logically implies “John is approximately 6 feet tall” as well as “John is 6 feet tall give or take an inch”.] 

I have come to believe that the entire verisimilitude project was a bad and unnecessary idea.  Popper’s definition of the notion of ‘closeness to the (whole) truth’ did not work.  The plethora of alternative definitions of ‘distance from the (whole) truth’ that have taken its place are problematic in all kinds of ways.  And what was the point of the verisimilitude project?  Precisely to explain how a false theory can have partial success.  Now it is obvious that a true theory will be successful – after all, true premises yield true conclusions.  But it is not obvious that a theory that is close to the truth will be successful, since near-truths yield falsehoods as well as truths.   We should eschew the near-truth of false wholes, in favour of the simple truth of their parts.  We should explain partial success in terms of truth of parts.  Whole truths are wholly successful, partial truths partially successful.  Either way, it is simple truth, not verisimilitude, that is doing the explaining.

[LEAVE OUT THE REST – IT HAS NOTHING TO DO WITH PREDICTIVE SUCCESS.]
I am not saying that partial success can always be explained by partial truth in this way, nor am I saying that it need be so explained.  There is a kind of partial predictive success that needs no explanation at all, because it is no ‘miracle’ at all - it is not even mildly surprising!  Here is a simple schematic example to illustrate what I mean.  Suppose a scientist has the hunch that one measurable quantity P might depend linearly on another measurable quantity Q  – or perhaps the scientist does not even have this hunch, but just wants to try a linear relationship first, to see if it will work. So she measures two pairs of values of the quantities P and Q. Suppose that when Q is 0, P is 3, and when Q is 1, P is 10.  She then plots these as points on a graph, and draws a straight line through them representing the linear relationship. She has performed a trivial deduction:

P = aQ + b, for some a and b.

When Q is 0, P is 3 (so that b = 3).

When Q is 1, P is 10 (so that a = 7).

Therefore P = 7Q + 3.

Now, the point to notice is that the hypothesis P = 7Q + 3 successfully predicts, or ‘postdicts’, or at least entails that when Q is 0, P is 3, and that when Q is 1, P is 10.  Are these successes miraculous, or even mildly surprising?   Of course not.  Those facts were used to construct the hypothesis  (they were premises in the deductive argument that led to the hypothesis).  It is no surprise or miracle that the hypothesis gets these things right – they were used to get the hypothesis in the first place.  (Of course, given that we have a linear relationship here, the results of the measurements are a conclusive reason for the hypothesis that P = 7Q + 3.  But the measurements were not tests of that hypothesis, let alone severe tests.)


This trivial example illustrates a general point.  Success in predicting, or post-dicting, or entailing facts used to construct a theory is no surprise.  It is only novel predictive success that is surprising, where an observed fact is novel for a theory when it was not used to construct it.


Finally, a realist can say that accidents happen, some of them lucky accidents, in science as well as in everyday life.  Even when a fact is not used to construct a theory, that theory might successfully predict that fact by lucky accident.  It is not my claim that the correct explanation of predictive success is always in terms of truth or partial truth.  My claim is that the best explanation of total predictive success is truth, and that the best explanation of partial predictive success (where it is not a lucky accident) is partial truth.


Nancy Cartwright argues that the predictive success of science is always a kind of lucky accident.  It always arises from what Bishop Berkeley called the ‘compensation of errors’.  According to Cartwright, the laws or theories in science are always false (I shall come back to this).  But scientists busy themselves to find other premises which, when combined with these false laws, will generate true predictions. And, scientists being clever folk, it is no wonder that they succeed.  A trivial example may make the point clear.  Suppose the ‘phenomenological law’ we want is “Humans are two-legged’, and the false law of nature we have to work with is “Dogs are two-legged”.  What do we have to add to the false law to get the phenomenological law?  Well, the auxiliary assumption “Humans are dogs” will do the trick. And two wrongs, carefully adjusted to each other, make a right.


Bishop Berkeley complained that the mathematicians of his day were only able to get correct results in their calculations because they systematically made mistakes that cancelled one another out.  Berkeley observed that there was nothing so scandalous as this in the reasoning of theologians.  Cartwright thinks the scandal is endemic in the reasoning of physicists: “Adjustments are made where literal correctness does not matter very much in order to get the correct effects where we want them; and very often … one distortion is put right by another” (Cartwright 1983, p. 140).


Now in a case like this, one would be crazy to suppose that the best explanation of the theory’s predictive success is its truth.  A better explanation is that we get out what we put in to begin with.  We use a known fact (“Humans are two-legged” in my trivial example), and a false theory we have (“Dogs are two-legged”, in my trivial example), to generate an auxiliary theory (“Humans are dogs”, in my trivial example) that will get us back to the known fact.  It is no miracle that we get out what we put in.  And our success in getting it is no argument for the truth of what we get it from. 


Why does Cartwright think that the laws of physics lie, that is, are always false?  The laws lie, she thinks, because they idealize or simplify things – they are false because they do not tell the whole truth.  This is a mistake.  “Nancy Cartwright is clever” is not false, just because it does not tell the whole truth about Nancy Cartwright.  Similarly, Newton’s law of gravity is not false just because it does not tell the whole truth about the forces of nature.


Never mind this.  The important point is that predictive success is no miracle if the predicted facts are used to construct the theory in the first place.  What is miraculous is novel predictive success.  And the best explanation of such ‘miracles’ is truth, either truth of wholes or truth of parts.

So, the basic idea of critical rationalism is that it is reasonable to believe something if you have tried and failed to criticise it and show it to be false.  And the basic idea of explanationism is that it is reasonable to believe, or adopt, or prefer, the best available explanation we have.  Obviously, an explanation will not be the best we have, if it has failed to withstand criticisms that other explanations have withstood.  These views clearly need to be fleshed out with a theory of criticism, an account of the ways we can criticise explanatory hypotheses of various kinds.   One way to criticise a hypothesis is to subject it to observational or experimental tests.  Quite generally, criticism must be genuine or serious criticism, which could reveal that the hypothesis is false.  So when it comes to empirical testing, the tests must be severe tests.  Critical rationalism owes us a theory about what a serious or severe empirical test is.  Which brings me to the last part of my talk.

3. Severe tests.  

The organiser of our conference is best known to the world for her resolute defence of a particular theory about when a test is a severe test of a hypothesis.  And my question is – can we incorporate this theory into critical rationalism?  Deborah Mayo does not think so.  She rejects critical rationalism.  She rejects it because she accepts justificationism.  The upshot is that she abandons the project of appraising large-scale theories altogether.  I want to entice her back into the critical rationalist camp.

First, I note an oddity.  Mayo’s entire focus is on what we learn when a test is passed.  She seems to forget that if a theory fails a severe test, we learn that it is false – provided, of course, that we accept the particular experimental result.  When we falsify a prediction, however ‘local’ it is, we falsify whatever entails that prediction, however general or large-scale it is.  There is, in this respect, no localization of the refuting process.  The fact that we may try to find out which part of the refuted whole is to blame is another question – the Duhem-question.  But if a theory does not fail a severe test, Mayo does not want to say that the whole theory has passed the test.   Why not?  Because “passing a severe test” means for Mayo “certified by that test to be correct”.  She wants to know what passing a severe test proves to be true.  Passing a severe test does not prove the theory tested to be true.  Therefore, the theory tested has not passed the test.  Folk used to think we test theories by testing their consequences.  Mayo thinks that all that we really test are the consequences.  What gets tested is not any ‘large-scale theory’ but rather local and specific claims about particular experimental phenomena.  And if a local and specific claim passes a severe test, this teaches us nothing whatever about the large-scale theory of which that claim might be a part. 

Does it not teach us that the theory is preferable to a rival theory that was refuted by the test?  No.  Mayo is a justificationist - a reason for preferring or adopting or believing a theory must be a reason for the theory itself.  That a theory has not been refuted by a severe test does not prove it to be true or probable.  So it is no reason to believe or accept or prefer that theory to its known rivals.  To the question “What does passing Mayo-severe tests teach us about the theory tested?”, she answers NOTHING. She writes:

“The growth of knowledge has not to do with replacing or confirming or probabilifying or ‘rationally accepting’ large-scale theories but with testing specific hypotheses in such a way that there is a good chance of learning something – whatever theory it winds up as part of.”  (Mayo, 2006a, 1-2).  

Think what an extraordinary statement that is.  The growth of scientific knowledge has nothing to do with replacing geocentric astronomy with heliocentric astronomy, Aristotelian physics by Newtonian physics, creationism by Darwin, or anything like that! 


Mayo is quite open about the fact that she has nothing to say about which  “full or large-scale theories” should be believed or accepted or preferred:

Rather than asking, Given our evidence and theories, which theory of this domain is the best? We ask, Given our evidence and theories, what do we know about this phenomenon? (Mayo, 2000, p. 187) 

Again, she described Alan Chalmers and others as having posed a ‘challenge’ to her new experimentalist philosophy:

If scientific progress is thought to turn on appraising high-level theories, then this type of localized account of testing will be regarded as guilty of a serious omission, unless it is supplemented with an account of theory appraisal.” (2006a, 2)

Well, does Mayo rise to the challenge and give us an account of theory appraisal?  No.  Instead, she denies the antecedent here, denies that scientific progress turns on appraising high-level theories.  She has nothing to say about the rationality or otherwise of ‘large-scale theory change’.

I am not the first to worry about this.  Alan Chalmers and Larry Laudan worry about it, too. As I said already, Mayo wants to know what a severe test proves to be true, not what theory it might refute.  Chalmers correctly reports that “It is this focus on reliability that leads Mayo to reject comparativist accounts of confirmation according to which a theory is warranted if it has passed tests that its known rivals cannot pass.  She is unhappy with this because being best-tested in this sense is no guarantee that a theory is free from error.  Best-tested does not imply well-tested as far as Mayo is concerned.” (2006, p. 3).  Here ‘warranted’ means ‘guaranteed free from error’, that is, shown to be true. Chalmers tries to bring back scientific theories “as a legitimate part of scientific knowledge” and as “indispensably implicated in science and its … progress” (2006, 1-2).  But Chalmers’ problem is that he, too, is a justificationist.  The very title of his paper gives the game away - it asks “Can scientific theories be warranted?”. Chalmers thinks that explanatory theories can only be a legitimate part of scientific knowledge if they can be warranted, and he hopes to show that they can be “warranted in some sense” (2006, p. 1).  He accepts that “theories cannot be warranted by severe tests as [Mayo] construes them” (2006, p. 1), and wheels in Whewell’s consilience of inductions to do the job instead.  But if one Mayo-severe test can does not prove or justify or probabilify a theory, how do several different ones turn the trick?  Mayo is more consistent – she chucks out the theories precisely because they cannot be warranted by severe tests as she construes them.   The way out of this impasse is to adopt critical rationalism and reject justificationism.  What needs “warranting”, if we must use that trendy term, is not the theories but our adoption of them.  Mayo is quite right that having passed tests that known rivals cannot pass does not show that a theory is true.  But does it show that it is reasonable to believe that it is?  Does it warrant believing the theory, though not the theory itself?  Justificationism says that believing is warranted if and only if what is believed is warranted.  Chalmers should reject justificationism and become a critical rationalist, if he wants to warrant believing in a comparativist fashion.

Larry Laudan sees this.  He also worries about what he aptly calls Mayo’s ‘balkanization’ of the testing process: “Mayo seems to have so balkanized the testing process that global or otherwise very general theories can rarely if ever be said to be well-tested.” (Laudan 1997, 315)  To resist this balkanization, Laudan wheels in ‘comparativism’:

Within … a comparativist perspective, we can say that a theory has been severely tested provided that it has survived tests its known rivals have failed to pass (and not vice versa). … Now, on this analysis, when we ask if GTR can be rationally accepted, we are not asking whether it has passed tests which it would almost certainly fail if it were false.  As Mayo herself acknowledges, we can rarely if ever make such judgements about most of the general theories of the sciences.  But we can ask “Has GTR passed tests which none of its known rivals have passed, while failing none which those rivals have passed?”  Answering such a question requires no herculean enumeration of all the possible hypotheses for explaining the events in a domain. … By relativizing severity to the class of extant theories, one can determine severity without stumbling over the problems of the catchall hypothesis.


… comparativism keeps the focus on general theories without diverting it away, Mayo-fashion, onto their subordinate parts.  The comparativist believes that, if a theory like GTR explain or predicts phenomena which its known rivals have not and apparently cannot, then we have good grounds for preferring GTR to its known rivals.  He insists on the point, which Mayo explicitly denies, that testing and confirming one “part” of a general theory provides, defeasibly, an evaluation of all of it.  Thus, the observation of Neptune provided grounds for a global claim about the superiority of Newtonian mechanics to its known rivals, not merely support for the Newtonian sub-hypothesis that there was a massive object in the vicinity of Uranus. (Laudan 1997, pp. 314-5.)

Notice that Laudan’s question is whether the best-tested theory “can be rationally accepted” – not whether it has been shown to be true, or nearly true, or probable.  Notice that his comparativist view is that we have “good grounds for preferring” the best-tested theory, not good grounds for the theory itself.  Of course, for justificationists, good grounds for accepting or preferring a theory must be good grounds for the theory.  Comparativism is at odds with justificationism.  Comparativism is music to the ears of critical rationalists, for they are comparativists, too. Critical rationalism does not traffic in the undreamt-of possibilities of the catch-all.  It need not traffic in them, because it does not seek to justify any hypothesis.   Its question is, which of the available competing theories is it reasonable to adopt or prefer or believe?  You cannot believe an undreamt-of hypothesis. 

Despite his apparent rejection of justificationism, Laudan is no critical rationalist.  He thinks that rational acceptance or preference have nothing to do with truth.  He goes for problem-solving ability rather than truth.  But problem-solving ability is out of the same stable as empirical adequacy, and those who think that science is in the business of explaining things will have no truck with it, as I already argued. For critical rationalists, to accept or adopt a theory is to accept or adopt it as true, that is, to believe it.  And to prefer a theory when you are aiming at truth is also to believe it.

How far does Mayo take her balkanization of the testing-process? Back in 1999 Chalmers was beginning to suspect that the new experimentalists were throwing the baby out with the bath-water: “Some of the new experimentalists seem to wish to draw a line between well-established experimental knowledge on the one hand and high-level theory on the other.  … Some have pushed this to a point where only experimental laws are to be taken as making testable claims about the way the world is.” (Chalmers, 1999, 206-9).  Similarly, Laudan complained that the famous light-bending experiments “are a severe test (in Mayo’s technical sense) not of GTR but of the hypothesis that “there is a deflection of light approximately equal to that predicted by [GTR]”.” (Laudan 1997, 313) – that is, they are a severe test of Einstein’s prediction, not of Einstein’s theory.  In his paper for our conference, Chalmers goes further:  “It needs to be stressed that theories, not just high-level theories but theories in general, cannot be severely tested in Mayo’s sense. … It is not merely high-level theories like Newton’s that cannot be severely tested, Mayo-style.  Low-level experimental laws cannot be either.” (3-4).  That is dead right.  What Mayo says is:

It seems disingenuous to say all of theory T is well-tested … when one knows there are ways T can be wrong that have not been probed, or there are regions of implication not checked at all. (2006, p. 16)

Mayo talks about ‘large-scale’ or ‘high-level’ or ‘full-blown’ theories not being well-tested.  But we should not be fooled by this rhetoric. No general hypothesis, no matter how small-scale or low-level it is, can be Mayo well-tested.  Experimental generalizations cannot be Mayo well-tested, despite her talk about “testing experimental hypotheses” (2006, p. 2).  Any experimental generalization has “regions of implication not checked at all” and will make predictions that have not been probed at all, let alone “well-probed”. Any experimental generalization says that something will happen always and everywhere in certain circumstances.  Our experiments are confined to particular times and places. Suppose I check some experimental generalisation in my laboratory in Baltimore on a Tuesday afternoon, and it passes the test.  Am I entitled to say that the generalisation as a whole is well-tested?  No.  It has implications, hitherto untested, about what will happen if I do the same test on Wednesday afternoon, or in Buenos Aires instead of Baltimore. All that is well-tested is the specific and local claim about what will happen in my laboratory in Baltimore on a Tuesday afternoon.  Thus, the light-bending experiments were not Mayo-severe tests even of Einstein’s general prediction about what will happen in any light-bending experiment.  Mayo says we severely test “sub-hypotheses’.  But no.  The sub-hypothesis, being general, will have untested implications (about the results of future light-bending experiments, for example).  All we severely test are particular predictions. 

Mayo’s book is called Error and the Growth of Experimental Knowledge. She writes as though experimental knowledge grows, where experimental knowledge consists of knowledge of experimental effects, what are called ‘experimental generalisations’ or ‘experimental laws’.  But she is not really entitled to this ‘inductive leap’.  It is disingenuous of her to think of experimental knowledge as general knowledge, despite her talk about ‘testing experimental hypotheses’ (2006, p. 2) and the like. Experimental knowledge, in Mayo’s sense, does not even consist of experimental laws – it consists of particular experimental facts.

Perhaps Mayo will resist this conclusion.  Perhaps she will say that experimental generalisations can pass severe tests as a whole, despite the fact that they have “regions of implication not checked at all”.  Perhaps she will say that we are warranted in accepting well-tested experimental generalizations, despite the fact that they have not been warranted or guaranteed free from error by the tests.  Perhaps, in other words, she will become a critical rationalist at the level of experimental or observational generalization.  Whereupon I would insist that there is no principled way to prevent the critical rationalism creeping upwards. 

Or perhaps Mayo will stick to her guns.  Perhaps she will persist in balkanizing or localizing the testing process, so that only local ‘hypotheses’ can be Mayo-well-tested.  Some of her own examples are very local.  She describes the process of adding up the SAT scores of the students in her class and dividing the total by the number of students to arrive at the number 1121, as a maximally severe ‘test’ of the ‘hypothesis’ that the average score is 1121.  That is because the chance of the number arrived at being 1121 if the ’hypothesis’ were false (that is, if the average score was not 1121) is zero.  Like John Worrall, I find it bizarre to talk of a ‘test’ of a ‘hypothesis’ in this case.  The procedure is a demonstration that the average score is 1121, not a ‘test’ of the ‘hypothesis’ that it is.  If we have done our sums correctly, the procedure is a completely reliable ‘error probe’ and we can infer from its results that the ‘hypothesis’ is true. (In this case, the hypothesis is deduced from phenomena alone - the definition of an average score, being true by definition, is a redundant premise. In other cases, the hypothesis is deduced from phenomena and other premises. In all such cases, we gather the data not to test the hypothesis that is to be deduced, but to figure out what the hypothesis is.)


(I said just now that the chance of arriving at the number 1121 for the average score, if the average score were not 1121, is zero.  That was not strictly true: there is a small chance that I made an error in my sums.  But this chance is the same whether or not the average score is 1121.  The question of whether the evidence was obtained by a reliable procedure is not the same as the question of whether it represents a severe test of some hypothesis.)

Suppose the hypothesis that we are interested in is the crazy hypothesis that the average SAT score in all classes is 1121.  What does this crazy hypothesis say about the ‘phenomenon in question’, namely Mayo’s class?  It says that the average score is 1121 in that class.  And the sums are a severe test of that claim, too – for there is no chance of the sums yielding the answer 1121 if what the crazy hypothesis says about Mayo’s class is false.  What do I say about the crazy hypothesis?  Why do I think it is crazy?  Not because it has been tested and refuted – it has passed the test we made with Mayo’s class.  Indeed, the result about Mayo’s class gives us some reason to accept that hypothesis. But we regard it as crazy because of other things we know (or believe).

As far as I can tell, Mayo-localization means that all tests of deductively entailed predictions have Mayo-severity value 1.  She writes:  

What enables this account of severity to work is that the hypothesis H under test by means of data x is designed to be a specific and local claim ….  ‘H is false’ is not a disjunction of all possible rival explanations of x … This is true, even if H is part of some large scale theory T: the condition ‘given H is false’ always means ‘given H is false with respect to what it says about this particular effect or phenomenon’.  If a hypothesis T(H) passes a severe test we can infer something positive: that the theory T gets it right about the specific claim H, that severely passes.

The price of this localisation is that one is not entitled to regard full or large-scale theories as having passed severe tests as long as they contain hypotheses and predictions that have not been well probed. (2006b, pp. 91-2)
Mayo repeatedly cashes out the supposition that H is false as “a specified flaw in H is present” or “a specified discrepancy from H is present” (e.g. 2006b, p. 82).  Again, she says that “H is false” refers to a “specific error that hypothesis H may be seen to be denying” (2006b, p. 91).  What ‘specific error’ is this?  The specific error denied by H is, in the simplest case, the denial that its prediction about the case is mistaken. She says that “mere accordance between x and P – mere survival of P - is insufficient for taking x as genuine evidence for P.  Such survival must be something that is very difficult to achieve if in fact P deviates from the truth (about the phenomena in question).” (2006b, p. 71).  Well, what does P say about the phenomena in question?  In the simplest deductive case, P says (entails) x.  So if P “deviates from the truth (about the phenomena in question)”, we have not-x.  Now “mere accordance between x and P – mere survival of P – is very difficult to achieve if in fact P deviates from the truth (about the phenomenon in question)”, since p(x, not-x) = 0.  On the other hand, in the simplest deductive case, p(x, P) = 1.  It seems, then, that all tests of deductively entailed predictions have Mayo-severity 1.

What Mayo needs to do, to ‘bring theories back in’, is to become a critical rationalist.  Critical rationalism proposes that it is reasonable to believe (adopt, prefer) that theory, if there is one, that has been best tested.  Critical rationalists do not infer the theory, or the equivalent claim that the theory is true, from the fact that it is the best-tested.  They infer that it is reasonable to think that the theory is true, or to believe it.  Mayo talks about “inferring a full theory severely” (2006a, p. 4) and prohibits us from doing it.  Critical rationalists do not do it.  Of course, if you assume justificationism, you will think that they must be doing it, for you will take it for granted that a reason for believing something must be a reason for what is believed.

Why is Mayo reluctant to become a critical rationalist?  Basically, because the critical rationalist proposal about which theories we should (tentatively) believe has not been shown to be reliable.  Have we shown that following this proposal, adopting this belief-producing stratagem, will lead us to believe more truths than falsehoods?  Unless we have, the proposal is to be rejected.  Mayo rejects critical rationalist methods because they have not been shown to be reliable.  Not that she has up her sleeve an alternative method of choosing between evidence-transcending theories that she thinks reliable.  Rather, she thinks that there is no such method.  That is why we should not believe any evidence-transcending theory.  We should stick to reliable experimental methods and the beliefs in particular experimental facts that they licence.

But must a rationally adopted method be a reliable method?  Consider the parallel question: must a rationally adopted belief be a true belief?  Critical rationalism answers NO to the parallel question – we can rationally believe falsehoods, if we have tried and failed to show them to be false.  All this is part and parcel of the rejection of justificationism.  But when it comes to the meta-level or methodological level, Mayo is a justificationist.  She is in good company.  Everybody is a meta-level justificationist, even people who profess to reject first-order justificationism. 

Perhaps, on this point, I may be allowed to quote myself (in what follows, ‘BPS’ stands for a belief-producing stratagem or method): 

Must a rational BPS be a reliable BPS?

It might seem obvious that rationality requires reliability.  After all, to believe is to think true.  If I find out that something I believe is false, then it is no longer rational for me to believe it.  Quite so.  But the words ‘if I find out’ are crucial … After all, this is what makes room for rational beliefs which happen to be false, though I have no reason to think them so.

Similarly with reliability.  If I find out that a BPS on which I have relied is not reliable, then it is no longer rational for me to rely upon it.  But I do not need to show that a way of acquiring beliefs [is reliable] in order for it to count as rational.  Of course, once I show that a way of acquiring beliefs is not [reliable], then I am epistemically at fault in persisting in that general strategy of acquiring beliefs.  There is a kind of asymmetry here …

Reliability is a desideratum on BPSs, just as truth is a desideratum on beliefs.  As with beliefs and truth, so with BPSs and reliability.  A belief does not have to be true to be reasonable … But if you find out that a belief is false then it is unreasonable to persist in it.  A BPS does not have to be reliable to be reasonable … But if you find out that a BPS is unreliable then it is unreasonable to persist in it.

(2001, pp. 111-112)

If this is right, then whether it is reasonable to adopt some method or BPS depends on whether it has been criticised and shown to be unreliable.

(Here I should confess an error.  Mayo says that critical rationalists “deny the reliability of the method they espouse” (2006b, p. 64), and “must deny that tests which are severe in the critical rationalist’s sense are reliable tools for uncovering errors”(2006b, p. 64).  When I read these statements, I wondered where Mayo got them from.  Then I found that she got them from me!  I did once say “Critical rationalists deny that the process they commend is reliable” (1999, p. 346; cited by Mayo, 2006b, p.  72).  That was a mistake.  What I should have said is that critical rationalists need not assert or prove that their method is reliable before they can rationally adopt it.  However, if the method is criticised and shown to be unreliable, then they should cease to employ it.)


Never mind my mistake.  What is more interesting is Mayo’s claim that critical rationalism is “demonstrably unreliable” (2006b, p. 64).  That claim, if it could be made out, should give the critical rationalist pause.  But has she made it out?  Has she shown that to adopt or believe claims which best survive serious criticism is to adopt false claims more often than true ones?  I do not think so.


Some methods have been shown to be unreliable, and rightly jettisoned because of that – reading tea-leaves, for example.  But does anybody seriously believe that the general critical rationalist methods I have talked about have been shown to be unreliable like reading tea-leaves has?  Does anybody seriously believe that by using the critical methods of science, including experimental testing, science has come up with no theoretical truths, or very few theoretical truths, or more theoretical falsehoods than truths?  I do not think so.  At least, I would like to see this historical claim subjected to severe testing.  (Actually, we should be meta-level comparativists as well.  Showing that a method is unreliable should not lead us to abandon it if all other available methods can be shown to be even more unreliable.  And “Stop trying to understand the world” is not an alternative method of trying to understand the world.)


I like Mayo-severe testing and want to incorporate it into the critical rationalist point of view.  I like it for all the reasons Alan Chalmers has pointed out (1999, p. 205):

Implicit in the new experimentalist’s approach is the denial that experimental results are invariably “theory” or “paradigm” dependent to the extent that they cannot be appealed to to adjudicate between theories.  The reasonableness of this stems from the focus on experimental practice, on how instruments are used, errors eliminated, cross-checks devised and specimens manipulated.  It is the extent to which this experimental life is sustained in a way that is independent of speculative theory that enables the products of that life to act as major constraints on theory.  Scientific revolutions can be “rational” to the extent that they are forced on us by experimental results. … Adopting the idea that the best theories are those that survive the severest tests, and understanding a severe experimental test of a claim as one that the claim is likely to fail if it is false, the new experimentalists can show how experiment can bear on the comparison of radically different theories.

Deborah Mayo keeps asking “what is so good about the theory that (by historical accident) happens to be the best-tested so far”? (e. g. 2006a, 93).  The critical rationalist answer is that what is good about that theory is just that it is the best-tested of the theories available to us.  That does not prove it to be true, or close to the truth, or probably true.  But it does make it rationally acceptable.  Scientists conduct esoteric experimental tests to help them make judgements of this kind.  They want to understand the world, and to explain the facts, and they need theories to do that.  For Mayo, the theories are just heuristic aids,  “useful instruments aiding the growth of experimental knowledge” of particular experimental facts  (Chalmers, 2006, p. 6). What is the point of doing experiments?  It is not just to accumulate reliable experimental knowledge.  That is important, to be sure.  But we seek reliable experimental knowledge in order to adjudicate between rival explanatory theories about the way the world is.
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